Chapter 1  SQL and Relational Database Management

History of Database:

The Hierarchical Database Model:

It grouped data in hierarchies of parent and child. A parent contained data, and each data element had related child data. (e.g. IBM’s IMS – Integrated Management System).  For instance, customer data was a parent to sales data because each customer created a sales record whenever he or she shopped.
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The Network Database Model:

Where data actually related to other data and did not need to be hierarchical (e.g. GE’s IDS – Integrated Data Store). For instance, a customer might live in a Zip code and there might be data on the Zip code. Instead of defining the Zip code as the parent of the customer, you simply linked it to the customer, yet this link was the only path you could follow to get comibnations of your data.
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The Relational Database Model:

In 1970, Dr. E.F. Codd proposed taking the basis of relational algebra, and making it a defining paradigm for writing database software. The original works on relational theory were abstract. The original papers by Codd did not capture a lot of attention until IBM took an interest in this approach to databases. IBM created a series of design documents for a relational database called System/R and the relational language it called Structured Query Language (SQL).
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SQL, is a unified language for defining, querying, modifying, and controlling the data in a relational database. Its name is officially pronounced “ess-cue-ell” (according to the American National Standards Institute), but many people say “sequel”.

SQL is a fourth-generation language. This means that the language describes what should be done, but not how to do it. To execute a delete statement, we don’t know how the database will actually determine which row should be deleted. Presumably, the DBMS will loop through all the rows in the database to determine which row to be deleted. But the details of this are hidden from us.

Third-generation languages, such as C and COBOL, are more procedural in natural. A program in a third-generation language (3GL) implements a step-by-step algorithm to solve the problem. For example, we will need to write the loop algorithm to perform the delete operation.

Relational Database Management (RDBMS):

To be considered fully relational, a relational database management system must:

1. Represent all information in the database as tables.

2. Keep the logical representation of data independent from its physical storage characteristics.

3. Use one high-level language for structuring, querying, and changing the information in the database (SQL).

4. Support the main relational operations (selection, projection, join) and set operations such as union, intersection, difference, and division.

5. Support views, which allow the user to specify alternative ways of looking at data in tables.

6. Provide a method for differentiating between unknown values (NULL) and zero or blank.

7. Support mechanisms for integrity, authorization, transactions, and recovery.

RDBMS Components:

Two important pieces of an RDBMS architecture are the kernel, which is the software, and the data dictionary, which consists of the system-level data structures used by the kernel to manage the database.
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The RDBMS Kernel:
You might think of an RDBMS as an operating system, designed specifically for controlling data access; its primary functions are storing, retrieving, and securing data. 

The Data Dictionary:

A RDBMS enables you to reference physical data in a more abstract, logical fashion, providing ease and flexibility in developing application code. Programs using an RDBMS access data through a database engine, creating independence from the actual data source and insulating applications from the details of the underlying physical data structures. Rather than accessing a customer number as bytes 1 through 10 of the customer record, an application simply refers to the attribute Customer Number. The RDBMS takes care of where the field is stored in the database.  If you move the customer number from bytes 1 through 10 to bytes 11 through 20 to accommodate an additional field, all the programs that use the customer number would require modification. However, using an RDBMS, the application code would continue to reference the attribute by name rather than by record position, alleviating the need for any modifications.

This data independence is possible because of the RDBMS’s data dictionary. The data dictionary stores meta-data (data about data) for all the objects that reside in the database. A request to read or update the database are processed by the Oracle kernel using the information in the data dictionary. The information in the data dictionary validates the existence of the objects, provides access to them, and maps the actual physical storage location. 

Not only does the RDBMS take care of locating data, it determines an optimal access path to store or retrieve the data. 

The Relational Model:
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A table (relation, file) is the basic unit of data storage in a database. Tables are organized as rows (tuple, record) (horizontal) and columns (attribute, field) (vertical). 

A database is a set of related tables forms a database.

Each table consists of a set of rows and columns. Each row describes one occurrence of an entity – a person, a company, a sale, or some other thing. Each column describes one characteristic of the entity – a person’s name or address, a company’s phone number or president, a sale’s items sold or quantity or date.

Each data element, or value, can be identified as the intersection of a row and a column. 

To find the exact data element, you need to know the name of its table and what column it’s, and the value of its row’s Primary key (unique identifier).

There are two types of tables in a relational database: user tables and system tables. User tables define and use by the users. The system tables, also known as the system catalog (or data dictionary), contain the database descritpion. System tables are usually kept up-to-date by the DBMS itself, but they can be accessed just like any other table.

Data independence:
The relational model provides data independence on two important levels:

Physical data independence: means that the representation of the data is completely independent of how the data is physically stored. As a consequence, physical storage can be changed or rearranged without affecting either your view of the data or the logical database design.

Logical independence: means that relationships among tables, columns, and rows can change without impairing the function of application programs and ad hoc queries. You can split tables between rows, or between columns, without disrupting applications or queries.

Database Languages:

SQL is used for data manipulation (retrieval and modification), data definition, and data administration. 
Data Manipulation Language (DML):

Data retrieval (queries - select)  means finding the particular data.

SELECT { (column1, column2,… ) | * } 

FROM  table_name

WHERE condition;

Data modification (insert, update, delete) means adding, removing, or changing the data.

INSERT INTO table_name

[(column1, column2,…)]

{VALUES (value1, value2,…) | query}

UPDATE table_name

SET { column1 = value1, column2  = value2,… }

WHERE condition;

DELETE FROM table_name

WHERE condition;

Data Definition Language (DDL):

DDL allows you to create, alter, and drop objects like tables, indexes, and views.

CREATE TABLE table_name

(column1 datatype column_constraints,

 column2 datatype , …)

table_constraints…;

ALTER TABLE table_name

{ADD | MODIFY (column1 datatype, column2 datatype, …) };

DROP TABLE table_name;

Data Control Language (DCL):

DCL allows you to coordinate the use of the database and maintain it in its most efficient state.

GRANT object_privilege

ON user.object

TO {user | role | PUBLIC};

REVOKE object_privilege

ON user.object

FROM {user | role | PUBLIC};

Relational Operations:

Projection: The projection allows you to list which columns you want to see.

SELECT  emp_id, emp_name

FROM   emp;

Selection: The selection allows you to retrieve a subset of the rows in a table.

SELECT *

FROM   emp

WHERE emp_id < 10;

Join: The join operation works on two or more tables at a time, combining the data so that you can compare and contrast information in your database.

SELECT ename, emp.deptno, dname

FROM emp, dept

WHERE emp.deptno = dept.deptno;

View:

A view is an alternative way of looking at the data in one or more tables. Views are sometimes called virtual tables or derived tables.  The data you see when you look at a view is not actually stored in the database the way data in “real” or base tables is. It’s important to realize that a view is not a copy of the data in another table. When you change data through a view, you are changing the real thing. 

CREATE [OR REPLACE] 

VIEW view_name

AS query;

CREATE VIEW managers

AS 

SELECT ename, job, sal

FROM emp

WHERE job = ‘MANAGER’;

Null:

“Null” does not mean zero or blank. Rather, it indicates that a value is unknown, unavailable, or inapplicable. 

Integrity:

Integrity is a serious and complex issue in relational database management.  In general, it means the consistency of the data in the database.

Entity integrity: ensures that every row in a table is unique. This is enforced via a not null primary key constraint. (no primary key be allowed to have a null value)

Referential integrity: ensures that a field value “foreign key” corresponds to a related field value “primary key”.  (consistency among pieces of information that are repeated in more than one table)

Domain integrity: ensures that every field value is in a specified set of values.
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